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Abstract

This paper provides evidence on the relevance of the collection
mode for the analysis of consumption data for the United States
using complementary data sets from the Consumer Expenditure Sur-
veys (CEX). We first show that population figures from consumption
reports obtained with diaries markedly differ from those obtained
using recall data. We then exploit multiple measurements of food
expenditure available in the CEX to identify the effects of the collec-
tion mode on important features of the distribution of consumption
(not just its mean). Finally, we show how to purge the expenditure
measurements from most of the effects of the collection mode and
thus obtain an improved measure of consumption that combines in-
formation from multiple reports in the CEX. The paper concludes by
suggesting some guidelines for empirical research that have important
implications for the measurement of inequality and well being.
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Data quality is an issue of longstanding concern among researchers in-
terested in testing the implications of behavioural models of consumption.
The empirical analysis of these models requires good micro-data on expen-
ditures at household or individual level. This paper considers data quality
issues arising from the analysis of expenditure data for the United States,
characterizes the effect of the collection mode on the reports of expenditure
categories widely considered in empirical studies, and devises appropriate
remedies to measurement issues that are relevant to empirical research.

In many countries expenditure data are regularly collected either by di-
aries covering purchases made within a short period of time (typically one
or two weeks) or by retrospective questions on the usual spending over a
longer period (see Browning et al. (2003)). There is a consensus that the
time consuming task required by diaries produces good quality expenditure
data for small and frequently purchased items, while recall questions should
be targeted to bulky items (major consumer durables: real property, auto-
mobiles and major appliances) or for those components either having regular
periodic billing or involving major outlays (such as transportation or rent).
Such an idea is not only intuitively clear, but it is also supported with evi-
dence from cognitive studies (see, for example, Winter (2002)) and from the
comparison of aggregated consumption measures to national account data
(see Garner et al. (2009)).

The drawback of this idea is that neither diary nor recall data alone can
provide a reliable aggregate measure of total expenditure. One might argue
that for any practical purpose data collected using these alternative survey
methodologies lead to same empirical conclusions, but unfortunately this
is not the case. There is evidence that data from recall questions lead to
potentially misleading results in the analysis of household saving behavior
(see for example Battistin et al. (2003)). Battistin (2003), Attanasio et al.
(2007) and Attanasio et al. (2010) show that data collected using diaries
or retrospective questions imply nearly opposite policy conclusions about

the evolution of consumption inequality over time in the United States, and
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Attanasio et al. (2006) discuss the effects of the collection mode on En-
gel curve estimation using the same data. Other studies demonstrate how
adjustments provide greater consistency concerning the time series proper-
ties of consumption (Slesnick (1998)). As pointed out by Wilcox (1992),
the imperfections of micro-data on consumption expenditures may be im-
portant enough to influence the conclusions of empirical work. Are data
relevant to the theory? Is the economic model really in error? Should re-
search be directed towards alternative models of economic behavior or are
data themselves not suitable to validate existing models?

Ideally, the computation of aggregate expenditures at the micro-level
would require detailed information on a variety of consumption categories
obtained with the most appropriate methodology.! However, because of
time constraints and survey practice, questionnaires cannot cover all the
aspects of consumption with the same level of accuracy. Thus, learning
about the effects of the collection mode is important for empirical research
but, at the same time, represents a very difficult task. On the one hand one
would need to compare figures obtained from diaries and recall questions for
different expenditure groups and across several types of individuals in the
population. As a matter of fact, cognitive studies designed to this end often
refer to specific expenditure groups and typically don’t involve a large sample
of individuals from the population of interest. On the other hand complex
phenomena such as forgetfulness and telescoping (see Neter and Waksberg
(1964)) call for the analysis of the effects of the survey instrument on the
full distribution of expenditures, not just its mean.

A large literature has tried to combine different data sources to impute
consumption or expenditure measures. Examples are Blundell et al. (2008),

who show how to use food from one survey to impute total consumption

!The Family Expenditure Survey for the United Kingdom represents a notable imple-
mentation of this strategy. It consists of a comprehensive household questionnaire which
asks about regular household bills and expenditure on major but infrequent purchases
and a diary of all personal expenditure kept by each household member (including chil-
dren) for two weeks. According to the evidence for the United Kingdom, consumption
measures obtained from such a design are comparable to aggregated values from national
accounts (see, for example, Banks and Johnson (1998)).
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in another survey; and Browning and Leth-Petersen (2003), who combine
income and wealth information to impute consumption. This paper takes
a different angle in merging expenditure data collected with two distinct
survey instruments. The potential of combining retrospectively collected
information to diary information on household consumption using micro-
level data from the Consumer Expenditure Survey (CEX in the following)
has been first brought forward by Battistin (2003). This survey consists of
two different components: a quarterly Interview Survey (IS) and a weekly
Diary Survey (DS), each with its own questionnaire and sample. The most
interesting feature that makes the CEX a unique and extremely appealing
source of data is that the IS and the DS overlap for nearly all expenditure
categories for which information is collected using different methodologies
(recall questions and diaries, respectively). The two survey components are
explicitly designed to collect information on different types of expenditures.
The IS is targeted to those types of expenditures that respondents can recall
for a period of three months or longer; the DS is instead designed to obtain
reliable data on frequently purchased smaller items. Neither survey alone is
thus expected to represent all aspects of consumption. Accordingly, the Bu-
reau of Labor Statistics (BLS in the following) publishes aggregate figures
by combining data from the two components to provide a complete account-
ing of consumer expenditures which, by design, neither survey component
alone is designed to do.

Given the overlap between the IS and the DS for many categories of con-
sumption, and given that the IS is explicitly designed to collect good quality
information only on a subset of these categories, the question then arises
of whether DS and IS micro-data can be jointly exploited to derive a supe-
rior measure of household spending. Building upon the results in Battistin
(2003) and Attanasio et al. (2007), Attanasio et al. (2010) pursue a number
of strategies to combine information from the two survey components of the
CEX to study the evolution of consumption inequality in the US over the

last two decades. One of the most puzzling results that arises from these pa-
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pers is that the overall picture regarding the evolution of inequality heavily
depends upon the survey instrument exploited. This finding alone implies
that data from at least one (and possibly either) survey are affected by mea-
surement error, and that its extent might have important implications for
empirical research.?

This paper contributes to this discussion by offering two new contribu-
tions of considerable policy and practical relevance, as well as of method-
ological interest. First, we show that for food expenditure the collection
mode (recall questions vis-a-vis diaries) is roughly rank preserving, in the
sense that the relative position of households in the IS and DS distributions
is the same net of random slippages that we are able to characterize.®> We
thus show that the ranking of households in the expenditure distribution is
less affected by the survey instrument than the reporting of expenditures.
To this end we make use of multiple measurements of food spending which
follow from DS households being asked, before the beginning of the diary,
about usual spending on food using the same retrospective questions as
in the IS. This results in the same collection mode (i.e. recall questions)
applied to independent samples of (similar) households, and in different col-
lection modes (i.e. recall questions and diaries) applied to the same sample
of households. To the best of our knowledge, this is the first paper that
exploits this unique feature of the CEX.

Second, by assuming that the same rank preserving property holds across

all expenditure groups (i.e. not just for food), we characterize the effect of

2Inconsistencies between the CEX and national accounts have been pointed out in
the literature by several authors (notably Slesnick (1998), (2001)) suggesting that the
quality of these data might have deteriorated over the last decade. Battistin (2003) and
Attanasio et al. (2007) reports a decline in the ratio of CEX to Personal Consumption
Expenditures for non-durables and services over the 90s. This gap and its growth over
time is even larger when attention is restricted to the IS. Slesnick (2001) reports similar
findings for total consumption, shows that only part of this discrepancy can be explained
by definitional differences and concludes that “the remaining gap is a mystery that can
be resolved only by further investigation” (page 154). This evidence contrasts sharply
with similar comparisons for the United Kingdom, where aggregating a time series of
individual cross sectional data one obtains close to 95% of non-durable consumption, as
documented in Banks and Johnson (1998).

3 Our approach closely follows similar ideas previously suggested by Heckman et al.
(1997) and Chernozhukov and Hansen (2005).
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varying the survey instrument on all components of non-durable spending.
We find that the effect varies a great deal along observable dimensions such
as age, ethnicity and education and, most notably, with the value of ex-
penditure. Most importantly, this characterization allows us to back out
for each household an alternative measure of total spending by following
the BLS procedure that establishes, for each expenditure group, the most
reliable survey measurement to use (DS or IS). Households reports are thus
purged from the effects of the survey instrument by using a procedure that
closely follows from the design of the two survey components of the CEX.
We show how to identify any functional of the distribution of total expen-
diture by combining the most reliable information from the DS and the IS,
and therefore generalize the procedure suggested by Attanasio et al. (2007).

Our findings have practical implications for empirical research. First,
knowing the distribution of potential reports of consumption expenditures
resulting from diary and recall instruments may be informative about the
extent of measurement error in the data. In this paper we derive conditions
that allow one to retrieve the effect of the collection mode on the reporting of
consumption, rather than the extent of measurement error in consumption
data. Our results are nevertheless suggestive of non-negligible measurement
errors in consumption data whose properties sensibly violate classical as-
sumptions. This results is relevant in itself, as often the assumption of
classical measurement error is invoked in empirical research that makes use
of CEX data.

Second, recent evidence by Kofi et al. (2006) and by Garner et al. (2009)
show that PSID expenditure data align quite closely with the CEX. Thus
understanding the effects of the survey instrument in the CEX also reveals
measurement properties of expenditure records in the PSID. Since the CEX
has been often used to impute consumption data to the PSID households
(see, for example, Blundell, et al. (2008)), the validity of the imputation
procedure rests upon assumptions on these properties.

Finally, we suggest a readily implementable procedure that combines di-
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ary and retrospective information into a single measure of aggregate house-
hold expenditure which is tailored around the very nature of the CEX survey
and is entirely consistent with the practice followed by the BLS. The ratio-
nale for the existence of the DS and IS components is somehow at odds with
the fact that most (nearly all) empirical studies have used data only from the
latter component. Thus, the results in this paper would allow researchers to
limit the effects of the collection mode in empirical models of consumption
behaviour, reconcile part of the discrepancies previously documented in the
literature, and would also contribute to the ongoing debate on the redesign
of the two CEX surveys.*

The remainder of the paper is organized as follows. Section 1 describes
the two CEX surveys and the sample used in the analysis. Section 2 poses
the general identification problem for inference about the effects of changing
the survey instrument on the report of consumption expenditures. Section
3 clarifies how multiple measurements available in the CEX surveys can be
used to get round this problem for the case of food expenditure. Section
4 derives the identifying restrictions and their testable implications. The
estimation strategy is discussed in Section 5. Section 6 presents the results.
Implications are discussed in Section 7 and conclusions are drawn in Section

8.

1 Data
1.1 The consumer expenditure surveys

The CEX is currently the only micro-level data set reporting comprehensive
measures of consumption expenditures for a large cross-section of households
in the United States. The survey is run by the BLS and consists of two

separate components based on a common sampling frame, each of them

4The Bureau of Labor Statistics has recently launched a project to redesign
the CEX, the Gemini Project. More information on the project can found on
http://www.geminiproject.org/.



with its own questionnaire addressing a different sample.?

In the IS, households are interviewed about their expenditures every
three months over five consecutive quarters. Information is collected using
recall questions on the usual weekly or monthly spending, depending on the
item. After the last interview, households are dropped and replaced by a
new unit, so that, by design, 20 percent of the sample is tossed out every
quarter. Expenditure information is collected in the second through the
fifth interview; one month recall expenditures are asked in the first interview
only for bounding purposes. The DS is instead a cross-section of consumer
units asked to self-report their daily purchases for two consecutive one-week
periods using product-oriented diaries. Each diary is organized by day of
purchase and by broad classifications of goods and services (see, for example,

Silberstein and Scott (1991) for a detailed discussion of this survey).

1.2 The definition of expenditure categories

Throughout the analysis only figures for expenditure on non-durable goods
and services will be considered. In particular, expenditures on durables,
health, education and mortgage/rent payments are excluded. Given that
we want to compare information from the two surveys, this is arguably the
safest choice to make. The DS presumably does a very bad job picking up
expenditures on infrequently purchased items and most durables because of
the short time horizon it refers to.°

The definition of non-durable expenditure is the one in Attanasio and
Weber (1995), used in several other studies in the literature. Nine expendi-
ture categories are considered (see Table 1): food and non-alcoholic bever-
ages (both at home and away from home), alcoholic beverages, tobacco and
expenditures on other non-durable goods such as heating fuel, public and

private transports (including gasoline), services and semi-durables (defined

5Sample designs differ only in terms of frequency and over sampling of DS households
during the peak shopping period of Christmas and New Year holidays.

6 Attanasio et al. (2010) exploit information on expenditures for durables to come out
with a complete picture on the evolution of consumption inequality in the United States
from the early 80s, thus extending previous work by Attanasio et al. (2007).
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by clothing and footwear). Expenditure groups have been made compara-
ble across surveys and consistent over time, focusing on non-durable items
common to the two surveys.” Public use tapes permit to integrate data
on non-durable consumption from both surveys only after 1986, since only
selected expenditure and income data from the DS were published before
then.

Only expenditure figures for the month preceding the interview are con-
sidered for the IS sample, thus leaving four observations for each household
(one observation per interview/quarter). Monthly expenditure in the DS
is defined as 26/12 = 2.16 times the expenditure observed over two weeks,
assuming equally complete reporting. Family consumption is adjusted using
the OECD equivalence scale (although our results are fairly robust to this
choice) and real expenditures are obtained using the Current Price Index

published by the BLS.®

1.3 The working sample

Sample information is used for the period 1982-2003. All consumer units
satisfying at least one of the following criteria: (i) living in rural areas,
(ii) with single females, (iii) residing in student housing, (iv) whose head

is self-employed or (v) whose head is aged below 25 and above 65, are not

"Two (apparently unavoidable) limitations to the full comparability of the CEX sur-
veys are worth mentioning. First, although the bulk of the questionnaires and survey
methodology were remarkably stable over time, some minor changes did occur. For ex-
ample, new diaries with more cues were introduced in the DS in the early 90s and, for
the IS, the food question changed in 1982 and 1988 (see Appendix B for more details).
Second, the two surveys are not completely exhaustive for non-durable expenditure. For
most items, we have a measure both for the households in the DS and for those in the IS.
However, the IS excludes expenditures on housekeeping supplies (e.g. postage stamps),
personal care products and non-prescription drugs, which are instead collected in the DS.
On the other hand, the DS excludes expenditures incurred by members while away from
home overnight or longer and information on reimbursements (such as for medical care
costs or automobile repairs), which are collected in the IS.

8There are of course important comparability issues in combining bi-weekly data from
one source (the DS) and monthly data from another (the IS) that need to be addressed.
Low expenditures in one two-week period may be made up with higher expenditures over
the next two-week period, and wviceversa. There are basic economic reasons to expect
that more smoothing will be done over a longer time period. However, a model-based
approach to account for the frequency of purchasing is not exploited in this paper and is
left to future research.



considered in the final sample. Additionally, we dropped consumer units
presenting null expenditure on total food (both at home and away from
home), incomplete income response or not completing the diary. The im-
portance of each selection step for the size of the final sample is documented
in Appendix A (see Table A-1).

Throughout the analysis the family head will be conventionally fixed to
be the male in all husband/wife families, representing the 53 percent and
56 percent of the whole sample for DS and IS data, respectively. In the IS,
all available observations for the same household over the interview period

will be used, thus ignoring the short panel structure of the data.

2 The identification problem
2.1 General setup

The general identification problem can be easily put across by considering
the standard programme evaluation setting. Alternative collection modes
can be seen as mutually exclusive states of the world that are potentially
available to measure household expenditures. Households are assigned to
different modes (retrospective questions or diaries) so that only measure-
ments corresponding to the mode assigned are revealed. Let D be a dummy
indicator which takes value one if recall questions are used (like in the IS)
and zero if diaries are exploited (like in the DS). Two potential measure-
ments corresponding to each survey instruments are logically defined. Let
Y: and Yj be the two measurements corresponding to recall questions and
diaries, respectively. They represent potential outcomes from using alterna-
tive survey instruments to collect information on household consumption.
The measurement actually observed is instead Y = Yy + D(Y; — Yp), so
that Y = Yoif D =0and Y = Y; if D = 1. Data allow identification of
Fy,p[n|1] and Fy,p[n|0], that is of the expenditure distributions obtained

by using recall questions and diaries, respectively.”

9 It also implies that all distributions that are conditional to any observable variable
are identified. Here and in what follows, the notation Fyu g c[alb,c] will indicate the
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Let X be observable characteristics that affect expenditure, and assume

the following condition.

Assumption 1 (strong ignorability). For all values x there is:

(YOa Yl)J—D|X =,

e(X)=P[D=1X =2] € (0,1),
where e(X) is the propensity score.

Using the balancing property of the propensity score (see Rosenbaum and
Rubin, (1983)), the conditional independence condition stated in Assump-
tion 1 holds also with respect to e(X), implying that the following distribu-

tions are identified from observed data:1°

Falil = [ Feypecolalo.ddFoolel

Falil = [ Fapecolalt. el

The conditional independence condition in Assumption 1 implies that the
marginal distributions of Y7 and Y can be recovered from the observed
distributions in DS and IS by simply correcting for compositional differences
which are entirely due to observables X. In other words, it amounts to saying
that households with the same values of X in either survey component can
be taken as random samples of the same population. Being the two surveys
designed by the BLS to obtain representative figures for the population of
the United States, this appears to be a credible assumption in the context
of this paper as it accounts for residual imbalances that may result from

non-response or from the sample selection criteria adopted.!

conditional distribution of A given B = b and C = ¢ calculated at a.

10Tt is worth noting that the estimated distributions in what follows are not conditional
on survey membership D, that is they identify the effect of survey instrument for a
randomly chosen household in the population. This is arguably the most interesting
object to consider, as it allows to extend our results to other surveys representative of
the US population like the PSID. Alternatively, under the assumptions stated one could
also identify conditional distributions for the DS (D = 0) and the IS (D = 1) populations.
This difference closely resembles the difference between treatment effects in the population
and treatment effects on the treated in the evaluation literature.

"Note that the requirement of common support condition e(X) € (0,1) is key to
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Clearly, the difference Y; — Y is informative about the effect of the sur-
vey instrument on the reporting of expenditures. The comparison between
Fy,[n] and Fy,[n] reveals certain features of this effect. For example, the dif-
ference in the means of the marginal distributions of Y; and Yj corresponds
to the mean effect on the measurement of expenditures following to a change
in the survey instrument.'? Identification of other features of the distribu-
tion Fy, _y,[n] from the marginals Fy,[n] and Fy,[n] is in general precluded
without additional assumptions. In the next section sufficient conditions are

provided to achieve identification.

2.2 Rank preserving property of survey instruments

First notice that the following representation holds:

Yo = F;O|le(x)[UO|€]7 Yy = F;l|le(x)[U1|€]7

where Uy and U; are uniform random variables that can be interpreted as

ranks of the corresponding conditional distributions. The requirement that:
U= Uo =U 1, (1)

for all values of e(x), is sufficient to recover the joint distribution of Y; and
Yy conditional on e(x). The rank invariance condition (1) preserves perfect
dependence in the ranks between the two distributions of potential mea-
surements and may be motivated by the existence of a common unobserved
factor U (say, preferences) that determines the ranking of a given household
across distributions determined by different collection modes. The identifi-
cation power of rank invariance has been discussed by Heckman, Smith and
Clements (1997) and, more recently, by Chernozhukov and Hansen (2005)
and (2006).

retrieve the marginal distributions of interest, as identification relies on knowledge of
the conditional distributions of expenditure at common values of the propensity score.
Perhaps not surprisingly given the survey design, this has not proven to be a problem for
the empirical analysis.

121f for example one is willing to assume that some types of expenditure are measured
more accurately by using diaries rather than retrospective questions, this mean difference
can be approximately interpreted as the mean of the measurement error distribution
Fy, _y,[n]. This is for example the approach suggested by Battistin (2003), and further
developed by Attanasio et al. (2007) and Attanasio et al. (2010).
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In what follows we will make use of rank invariance conditional on values
of the propensity score e(x). This amounts to invoking a rank preserving
property of the survey instruments across the conditional distributions of
potential outcomes Fyye(x)[nle] and Fy,jex)[nle]. By using the balancing
properties of the propensity score, the informational content of (1) amounts
to saying that rank invariance holds for groups of households sharing the
same distribution of the characteristics X.

Rank invariance implies that the joint distribution of potential outcomes

Y7 and Yj is not truly bivariate. For example, it follows from (1) that:
Uo = FY0|e(X)[YO|€]7 Y = F371|16(X)[U0]7 (2)

so that knowledge of Uy is sufficient to retrieve Y;. Via Assumption 1, this
in turn implies that Fy; _y,je(x)[n]e] can be fully recovered from the marginal
distributions Fy,je(x)[n]e] and Fy, ex)[n|e]. Identification of the distribution
of Y7 — Y thus straightforwardly follows.

3 Survey instruments and reports of food ex-
penditure

The requirement (1) can not be tested against data in general. Assump-
tion 1 allows one to retrieve the marginal distributions of expenditure but,
since the two components of the CEX refer to different households, iden-
tification of any functional of the joint distribution is precluded. To get
around this problem, Battistin (2003) proposes a bounding approach which
for the problem at hand often leads to inconclusive inference, and calls for
the use of parametric models. Attanasio et al. (2007) make assumptions
on the stability over time of the effects of the survey instrument to study
the evolution of consumption inequality. In what follows we take a different
route, and frame the problem in a more general setting which includes that
of Attanasio et al. (2007) as a particular case. In particular, our approach
provides a direct test for the validity of Assumption 1 as well as of the rank

condition (1). The general idea builds upon Battistin (2003), who pointed
13



out the potential of using multiple reports of food expenditure to study the
effects of the survey instrument in CEX data.

The case of food spending is particularly suited to this end, as features
of the CEX survey design define multiple measurements for this category.
Three measurements of food spending are available in the data: one from di-
ary records coming from the DS, and two from global questions coming from
the DS and the IS. The set of global questions is the same for respondents
of the DS and the IS, thus implying that two samples of independent house-
holds representative of the same population are interviewed with the same
collection mode (recall questions).’® The design also implies that two mea-
surements of food expenditure collected using different survey modes (recall
questions and diaries) are available for the same sample of DS households.

It follows that for food spending the marginal distributions:

FY0|D76(X)[77|07 6]7 FY1|D,e(X) [77|07 6]7 FY1|D,e(X)[77|17 6]7

are identified in the data. Any detectable difference between the latter
two distributions should be taken as evidence against the ceteris paribus
condition implied by Assumption 1, either distribution being obtained from

the same survey mode (recall questions). In practise this amounts to testing:

FY1|D,e(X) [77|07 6] = FY1|D,e(X) [77|17 6]7 (3)

for all values of 1 across all conditional distributions defined by varying the

13In its current format, the questionnaire design does not make use of recall question
to ask respondents directly about their food spending. Rather, respondents are first
asked a sequence of questions for the usual weekly spending at the grocery stores or
supermarkets, then asked about how much of this amount was for non-food items, and
finally asked about usual weekly expense on food items at places other than grocery
stores. The reference period to recall this information is the three months preceding the
interview. Food spending as derived in public use data files thus results from the difference
between a question on usual total spending at grocery stores and a question about usual
spending on non-food items at these places, to which is added usual spending of food
items at places other than grocery stores. We report in Appendix B the exact wording
of these questions as well as a detailed description of changes that occurred over time.
As shown in Battistin (2003) and in Appendix B, the time series of food expenditure
is heavily affected by these changes, which determine statistically significant breaks in
1988. For food at grocery, the median goes up and the median absolute deviation from
the median down after 1988 in the DS, while in the IS they both increase. The pattern
for food at home in the IS is similar, since it accounts for a substantial fraction (above
90 percent) of the food at grocery.
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propensity score e(X ). Most importantly, by design it also follows that the

bivariate distribution:

FYl,Y0|D,e(X) [771, 770|07 6],

is identified in the data. This represents the joint distribution of diary
and recall measurements on food spending for DS households at common
values of the propensity score. Under rank invariance, this distribution
can be completely recovered from the two marginals Fy;pex)[7|0, €] and
Fyi1p.e(x)[1]0, €], which are both identified in the data. A direct test on the
validity of (1) can thus be constructed by comparing empirical distributions
for given values of the propensity score to theoretical distributions obtained

under the null hypothesis of rank invariance.

4 Identifying restrictions and their testable
implications

The aim of this section is threefold. First, we will test for the validity of (3)
using data on food and show that this condition is not rejected in the data.
This result, though limited to food expenditure, provides evidence on the
validity of Assumption 1. Second, we will test the validity of rank invariance
using food from the DS and show that, under this assumption, knowledge
of the marginals is not enough to back out the joint distribution of the two
measurements observed in the data. Nevertheless, we will show that the
joint distribution can be recovered by weakening the assumption of rank
invariance to allow for slippages that we are able to characterize. Finally,
we will assume a common distribution of slippages across expenditures and
use rank invariance to characterize the effect of the survey instrument across

all categories.

4.1 Testing the strong ignorability condition

As a result of sample selection, the DS and IS samples present compositional

differences along important dimensions that possibly factor in differences in
15



expenditure behavior. To study the extent of this problem we modeled the
probability of belonging to the IS sample vis-a-vis to the DS sample as a
function of a rich set of household characteristics that are common across
the two surveys. In particular, we focused on proxies of family composition
as well as for those factors that have proved relevant to data quality in pre-
vious analysis of CEX data (see Tucker (1992)). Modeling such probability
amounts to modeling the propensity score e(X).

Estimation was carried out separately by expenditure year, and the
propensity score estimated from a probit regression in which the depen-
dent variable is zero for DS and one for IS households, and the independent
variables are a full set of family type, ethnicity and education dummies, as
well as month of expenditure dummies. The full set of estimation results for
the propensity score is reported in Appendix C, and points to differences
in the composition of the two samples with different patterns across survey
years.

Under the assumption that all sampling differences are adequately cap-
tured by the variables included in the propensity score (Assumption 1),
households sharing the same value of the propensity score also share the
same distribution of the characteristics X (see Rosenbaum and Rubin, (1983)).
Thus, after conditioning on e(x) any difference observed in the distribution
of expenditures should reflect solely the nature of the survey instrument.
By exploiting the availability of a recall measure for food expenditure in the
DS, we can formally test whether this condition is not rejected in the data.
In particular, we tested the condition (3) by first stratifying households in
the two samples on the estimated propensity score, and then testing for the
equality of the distribution of the two recall measurements within strata.'

The p-values of a Wilcoxon-Mann-Whitney test for the independence
between Y; and D fail to reject the null hypothesis at the conventional

level, thus implying that the two distributions of food spending statistically

14WWe stratified observations into 15 groups depending on the value of e(X). This choice
ensured enough sample size within each stratum on the one hand, and it also guaranteed
the balancing property of the propensity score for all strata.
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line up once compositional differences are taken into account (the evidence
reported in Garner et al. (2009) points to the same result). Though limited
to spending on food, this proves a necessary condition for the validity of

Assumption 1.1°

4.2 Testing the rank invariance condition

The availability of multiple measurements allows one to assess the assump-
tion that the survey instrument is rank preserving. We considered house-
holds in the DS and, within each stratum defined by the propensity score,
we constructed the difference U; — Uy between their ranks in the two dis-
tributions of food spending. In Figure 1 we report the distribution of these
differences across households, for two groups of years and for the same cell of
the propensity score (the informational content of all other distributions is
similar to that in the figure). The evidence provided is clearly against rank
invariance: though the distribution of the difference of ranks is centered at
zero, there is a great deal of variation from the mean that can hardly be
reconciled with the hypothesis of rank invariance.!®

It might therefore be desirable to allow the rank to change across survey

instruments reflecting some unobserved, unsystematic variation. This can

be achieved by weakening (1) to get the following condition.

Assumption 2 (random slippages from rank invariance). For all val-

ues of e(x) define:

Uy=Uy+V,

5The details on the stratification adopted as well as on the testing procedure are fully
documented in Appendix C. Table A-7 presents the p-values of the null hypothesis (3) for
the non-parametric test statistics considered, which we derived taking into account that
strata are defined from the estimated propensity score using a bootstrap procedure (see
Appendix C for further details). We also considered a parametric procedure. First, we
grouped the values of Y7 into four categories defined by quartiles of its distribution in each
stratum, and regressed the resulting ordinal categorical variable on D and a polynomial
in e(X) to control further for within stratum heterogeneity. P-values from this procedure
are reported in Table A-6.

16Gee Appendix C for a detailed description of the procedure that we followed to test
the rank invariance assumption.
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where V' is a random variable that describes slippages whose distribu-

tion is such that:
Fyvue,p.e(x) 1|10, 0, €] = Fy oy e(x) [0|to, €]- (4)

The informational content of Assumption 2 can be summarized as follows.
First, it implies that the distribution of potential outcomes is fully charac-
terized by the joint distribution of Uy and V. For example, the relationship

in (2) can be modified as follows:
Uy = Fy0|e(X)[Y0|€], Y, = F}71|1e(X)[U0 + V]

Second, Assumption 2 holds conditional on e(x) and thus the distribution
of slippages V' is left to vary with X through the propensity score. This is
important, as we found that the distribution of slippages varies a great deal
with values of the propensity score, which in our data implies some degree
of heterogeneity along observable dimensions such as family type, ethnicity
and education. Finally, being the distribution of ranks with bounded sup-
port, the distribution of slippages cannot be assumed independent of the
distribution of ranks. Because of this, the distribution in (4) will vary with
ug. We make the assumption that the extent of this correlation is household
specific and does not depend on whether the household is surveyed in the

DS or IS sample.!”

4.3 Restrictions on the distribution of slippages

Assumption 2 implies that the key ingredients to recover the joint distri-
bution of potential outcomes are the marginal distributions plus the distri-
bution of slippages in (4). For the case of food expenditure, these distri-
butions are all non-parametrically identified in the data. For all remaining
expenditure categories, however, only the marginal distributions of poten-

tial outcomes can be recovered from raw data. If one is willing to make the

17 Assumption 2 embodies the idea of the approach taken by Chernozhukov and Hansen
(2005). The effect of the survey instrument is completely modeled by Uy = Uy +V, which
represents a measurement error model for ranks. Note that, since the distribution of Uy
has bounded support, the distribution of V' must depend on Uy and thus measurement
error on ranks cannot have classical form.
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assumption that the distribution of slippages remains stable across expen-
diture groups, under Assumption 2 it is possible to characterize the effects

of changing the survey instrument on expenditures other than food.*®

Assumption 3 (common distribution of slippages). For all values of
e(r) and wuy the conditional distribution Fy|y, ¢(x)[n|uo, €] is stable

across all expenditure categories.

5 Estimation

Marginal distributions for all expenditure categories are estimated by the
empirical analogues of the quantities defined in Section 2. We first derived
kernel estimates conditional on strata defined by the propensity score by ex-
penditure year and separately for the IS and the DS samples (Fy| D.ex) N4, €],
i = 0,1). We then integrated the conditional distributions with respect to

the observed propensity score distribution Fe( x)le], thus obtaining:

p_‘YO [77] = /ﬁY|D,e(X)[n|O7 6]dﬁe(X)[e]a p_‘YI [77] = /FY|D,6(X)[77|17 6]dﬁe(X)[e]a

for DS and IS expenditures, respectively.!® The distribution of the effects of
using recall questions vis-a-vis diaries on the reporting of food expenditure

was derived as follows:

Bl = [ Bosipeolal0. o el

where again the integrand was obtained as a kernel estimate of the distri-

bution of Y; — Yy in the DS.

18 A necessary condition for the validity of Assumption 3 is that the joint distribution
of potential outcomes recovered belongs to the set of distributions defined by the convex
hull of the two observable marginals. Bounds on the joint distribution can always be
obtained from knowledge of the marginals using classical probability theory (see Firpo
and Ridder (2008)). These bounds could be tightened by imposing restrictions that are
sound for the case at hand (e.g. one could impose that the two potential measurements
Yy and Y7 are positively correlated). If the distribution implied by Assumption 3 lies
outside these bounds, then this should be taken as evidence against the validity of the
identifying condition. Although feasible, we do not take this approach in what follows
but we leave it to future research.

9For food expenditure, (3) makes the conditioning on D in Fy|D’e(X) [n|1, e] redundant,
so that DS or IS data (or both) could be used to compute the integrand in the right hand
side expression.
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Estimation for the other expenditure groups was computed according to
the following steps. First, we modeled parametrically the distribution of
slippages Fy (i, p.e(x)[1|uwo, 0, €] by fitting a flexible distribution using food
measurements in the DS (see Appendix C for details). Second, we took
50 random draws from the fitted distribution of slippages and used the

relationships:

A

Uo = Fype[YolOel,  Yij= Iy olUo+Villiel,  j=1,...,50

to impute recall measurements YM onto the DS sample, and the relation-
ships:

A

Uy = FY|D,e(X)[Y1|1,€], Yo, = £}

vipecolUr = Vjl0el,  j=1,...,50

to impute diary measurements Yoj onto the IS sample. Finally, by defining:
Aj= M =Yy)D+ (Y =Yo)(1=D),  j=1,...,50

we computed stratum specific kernel estimates of the distributions of A;,

F A, le(x)[n]€], which were used to compute:

50
. 1 - -
Fy v nl = / =0 > :(FAﬂe(X)[nle]) dFex)le]-
j=1
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